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1 The Problem

Accurate estimates of extinction risk are a critically important tool for the management and conservation
of endangered species. By necessity, these estimates are based on data that contain both environmental
noise (process error) and errors in sampling (measurement error). Classic approaches to extinction risk have
simplified calculations by assuming no measurement error, i.e. that sampling is perfect and observations
give the true population states. In reality, measurement error is ubiquitous, typically ± 32% of the actual
population size (Meir and Fagan 2000).

In this case study, we are using a Kalman filter to fit a univariate state-space model as a warm-up to prepare
us for the multivariate models in upcoming case studies. Here, we have a single density-independent time
series to which we will fit a univariate state space model. The univariate model can be written:

xt = xt−1 + u+ et where et ∼ Norm(0, σ2) (1)
yt = xt + ηt where ηt ∼ Norm(0, η2)

where yt is the logarithm of the observed population size at time t, xt is the unobserved state at time t,
u is the growth rate, and σ2 and η2 are the process and measurement error variances, respectively. In the
multivariate case, the process and measurement error variance-covariance matrices are termed Q and R,
respectively, the the respective variances, σ2 and η2, along the diagonal. Since this is a univariate case Q
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ESA workshop Case Study 1: extinction risk for a univariate time series

and R are scalars so we just use σ2 and η2 to denote the variances in the text. However, in code we use the
multivariate terminology: Q and R.

2 A fully known univariate time series

2.1 Generate simulated data

First, we generate some data. We develop a time series from a population process with drift and error, and
then subsequently corrupt the data with measurement error. We specify drift (population growth), the two
error variances (σ2 and η2), the number of years of data to be generated, and the initial log population size:

> fake.u = -0.1

> fake.Q = 0.02

> fake.R = 0.1

> nYr = 50

> fracmissing = 0.1

> init = 7

> years = seq(1:nYr)

> x.ts = matrix(nrow = nYr)

> y.ts = matrix(nrow = nYr)

> x.ts[1] = init

> for (t in 2:nYr) {

+ e.t = rnorm(1, mean = 0, sd = sqrt(fake.Q))

+ x.ts[t] = x.ts[t - 1] + fake.u + e.t

+ }

> for (t in 1:nYr) {

+ y.ts[t] = x.ts[t] + rnorm(1, mean = 0, sd = sqrt(fake.R))

+ }

> missYears = sample(years[2:(nYr - 1)], floor(fracmissing *

+ nYr), replace = FALSE)

> y.ts[missYears] = -99

The true states (dashed line) and the observations (dots) should look like Figure 1. Note to Mac and Linux
users, when you run the script you may get the error message “could not find function win.graph.” In this
case, open Case Study 1.R and simply delete the lines with this function; you will find it at about line 40
within section 2 and line 79 within section 4a.

Questions and Exercises

1. Run the data generating code several times to get a feel for how different the time series can look based
on identical parameter values.

2. Spend a bit of time altering the different parameter values to see how they influence the time series’ of
states and observations.
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Figure 1: Plot of the simulated population data with measurement error.

2.2 Fit the univariate model using a Kalman Filter

We put the newly minted data through the KalmanEM software in order to generate best estimate for the
parameters and states in the system:

> source("..\\KalmanEM.R")

> kem1 = KalmanEM(y.ts)

Model Structure is
m: 1 state process(es)
n: 1 observation time series
whichPop: Observation time series assigned to state processes as 1
R: Observation errors are uncorrelated and have a diagonal var-cov matrix.
R.groups: Observation variances assigned to groups as 1
x00 is treated as fixed but unknown (estimated). V00=0 (but set larger for the EM algorithm. See help file).
Finished in 8 interations. Max.iter was 5000.

> lines(years, kem1$states, type = "l", col = "red",

+ lwd = 1, lty = 1)

Figure 2 depicts the KalmanEM estimated true states of the population over time as a solid line. Note that
the solid line is considerably closer to the actual true states (dashed line) than the observations are. On the
other hand with certain datasets, the Kalman filter can get it quite wrong as well!

There are numerous outputs from the KalmanEM function, to get a list of the outputs type in

> names(kem1)
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Figure 2: The solid line is the estimate of the true state from the Kalman-EM algorithm

This will yield a list of objects, such as U , which is simply the maximum likelihood estimate for the population
growth rate, u. To see this value, type

> kem1$U

Similarly, to see the values for the time series of estimated states, type

> kem1$states

Questions and Exercises

1. Re-run the KalmanEM on new data sets a few times to see how the performance of the filter differs under
different data instances.

2. You should also alter the observation error, fake.R in the data generation step in order to get a feel
for filter performance as observations are further corrupted. What happens as error is increased?

3. Decrease the number of years of data, nYr and re-run the KalmanEM call. What changes?

3 Extinction Risk

3.1 Parameter estimates

Extinction risk for a population is typically expressed as a curve depicting the probabilities of extinction
(y-axis) per unit time (x-axis). Estimating these probabilities requires estimates of the population growth
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rate and process error. We have just used the KalmanEM algorithm to make these estimates under the
assumption that the count data are corrupt. However, the classic approach to this problem (Dennis model;
Dennis et al. 1991) assumes a diffusion process without observation error; all error in the data is assumed
to result from the underlying process. This approach works fine if the measurement error in the data is low,
but not so well if the measurement error is high. We will next fit the data using this classic approach so that
we can compare and contrast parameter estimates from the different methods.

In a process model, our data need to be transitions between time steps rather than absolute population sizes.
We turn the time series of counts into transitions as follows:

> den.years = years[y.ts != -99]

> den.yts = y.ts[y.ts != -99]

> den.n.yts = length(den.years)

> steps = matrix(nrow = (den.n.yts - 1))

> stepsize = matrix(nrow = (den.n.yts - 1))

> for (i in 2:den.n.yts) {

+ steps[i - 1] = den.yts[i] - den.yts[i - 1]

+ stepsize[i - 1] = den.years[i] - den.years[i -

+ 1]

+ }

Next, we regress the transition sizes (steps) on the time step sizes (stepsize) while setting the regression
intercept to 0.

> dennis <- lm(steps[, 1] ~ -1 + stepsize[, 1])

The slope of the resulting regression line in an estimate of u (growth rate), while the variance of the points
around the line in an estimate of σ2 (process variance). The regression is shown in Figure 3.

3.2 Future predictions

Once the growth rate and process error of a population are estimated, extinction probabilities can subse-
quently be estimated through monte carlo simulations, or solved analytically as proposed by Dennis et al.
1991. For the sake of computational brevity, we will use the latter method. The conditional probability that
the extinction threshold is reached at or before time te is denoted πte

. It is conditional on the fact that the
population does eventually become extinct, which if u < 0 is 1. The analytical approximation for πte

for a
discrete stochastic exponential process is defined as follows:

πte
= Φ

(
−xd + |u|te√

σ2te

)
+ exp(2xd|u|/σ2)Φ

(
−xd − |u|te√

σ2te

)
(2)

In Equation 2, xd is equal to the log of the population size at the final observed time step minus the log of
the extinction threshold. Φ() is the cumulative probability distribution of the standard normal (mean = 0,
sd = 1). To calculate πte in R, we first define our threshold:

> pd = 0.1

> thresh = log(pd * exp(x.ts[nYr]))

> horizon = 100

> tyrs = 1:horizon

We are going to calculate relative declines, such as a 90% decline below the population size at the last census.
Relative declines are commonly used in status criteria (such as the IUCN Red List Criteria) and are not
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Regression to estimate parameters via Dennis−method

Figure 3: The regression of log(Nt+τ ) − log(Nt) against τ . The slope is the estimate of u and the
variance of the residuals is the estimate of σ2.

affected by errors in the estimation of true population size. In general, estimation of declines to an absolute
threshold need a very good estimate of the current population size – something one rarely has with noisy
data. In R, and using the actual parameters used to generate our data, we then calculate true πte

as:

> for (i in 1:horizon) {

+ if (x.ts[nYr] <= thresh)

+ real.ex[i] = 1

+ else real.ex[i] = pnorm((-(x.ts[nYr] - thresh) +

+ abs(fake.u) * tyrs[i])/(sqrt(fake.Q) * sqrt(tyrs[i]))) +

+ exp(2 * (x.ts[nYr] - thresh) * abs(fake.u)/fake.Q) *

+ pnorm((-(x.ts[nYr] - thresh) - abs(fake.u) *

+ tyrs[i])/(sqrt(fake.Q) * sqrt(tyrs[i])))

+ }

Next we will calculate the probability of extinction with the u and σ2 estimated using Dennis model (process
model without observation error):

> thresh = log(pd * exp(y.ts[nYr]))

> den.u = dennis$coefficients

> den.Q = var(resid(dennis))

> for (i in 1:horizon) {

+ if (y.ts[nYr] <= thresh)

+ denn.ex[i] = 1

+ else denn.ex[i] = pnorm((-(y.ts[nYr] - thresh) +

+ abs(den.u) * tyrs[i])/(sqrt(den.Q) * sqrt(tyrs[i]))) +

+ exp(2 * (y.ts[nYr] - thresh) * abs(den.u)/den.Q) *

+ pnorm((-(y.ts[nYr] - thresh) - abs(den.u) *
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+ tyrs[i])/(sqrt(den.Q) * sqrt(tyrs[i])))

+ }

We redefined the threshold since now we want a percent decline below the estimated true population size
which in this case is y.ts[nYr].

Finally, we calculate the probability of extinction based on the parameter estimates and final estimated state
of the population based on the Kalman-EM algorithm.

> kal.u = kem1$U

> kal.Q = kem1$Q

> kal.end = kem1$states[1, nYr]

> thresh = log(pd * exp(kal.end))

> for (i in 1:horizon) {

+ if (kal.end <= thresh)

+ kal.ex[i] = 1

+ else kal.ex[i] = pnorm((-(kal.end - thresh) +

+ abs(kal.u) * tyrs[i])/(sqrt(kal.Q) * sqrt(tyrs[i]))) +

+ exp(2 * (kal.end - thresh) * abs(kal.u)/kal.Q) *

+ pnorm((-(kal.end - thresh) - abs(kal.u) *

+ tyrs[i])/(sqrt(kal.Q) * sqrt(tyrs[i])))

+ }
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Figure 4: Comparison of true extinction risk probabilities to model estimates of extinction risk proba-
bilities.

Questions and Exercises

1. How does changing the extinction threshold (thresh) change the extinction probability curves? (make
sure you do not change the data each time you change the threshold)
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2. How does changing the rate of decline (fake.u) change the estimates of risk? Do the estimates seem
better of worse for rapidly declining populations?

3. Set the nYr to 25 and start increasing the fracmissing. What happens to the solid line (the estimated
true population size from the Kalman-EM algorithm)? Why do you think it is doing that? Hint: look
at the estimated parameters u and q using kem1$U and kem1$Q.
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1 The problem

In this example, we will use MSSMs to combine surveys from multiple sites into one estimate of the average
long term population growth rate of harbor seals in the Puget Sound, Washington.

We have five sites where harbor seals were censused from 1978-1999 while hauled out of land1. During
the period of this dataset, harbor seals were recovering steadily after having been reduced to low levels by

1Jeffries et al. 2003. Trends and status of harbor seals in Washington State: 1978-1999. Journal of Wildlife Management
67(1):208–219
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ESA workshop Case Study 2: multivariate times series of harbor seals

hunting prior to protection. The methodologies were consistent throughout the 20 years of the data but we
do not know what fraction of the population that each site represents nor do we know the measurement error
variance for each time series. The sites have had different levels of sampling; the best site has only 4 years
missing while the worst has over half the years missing.

Figure 1 shows the data. The numbers on each line denote the different sites:

1 Str..Juan.de.Fuca
2 San.Juan.Islands
3 Eastern.Bays
4 Puget.Sound
5 Hood.Canal
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Puget Sound Harbor Seal Surveys

Figure 1: Plot of the of the count data from the five harbor seal sites. Each site is an index of the total
harbor seal population, but the bias (the difference between the index and the true population size)
for each site is unknown.

For this example, we will assume that the underlying population process is a stochastic exponential growth
process with rates of increase that were not changing through 1978-1999. However, we are not sure if all five
sites sample a single “total Puget Sound” population or if there are multiple subpopulations. You are going to
estimate the long term population growth rate using different population structures (1 big population versus
multiple smaller ones) and measurement error structures to see how your assumptions change your estimates.

2 First read in the data

The data are stored in a comma-delimited file, Case_Study_2_data.csv and have already been log trans-
formed.
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> d <- read.csv("Case_Study_2_data.csv", header = TRUE)

> years = d[, 1]

> dat = d[, 2:ncol(d)]

> n = ncol(dat)

The years (years) are in column 1 and the logged data (dat) are in the rest of the columns. The number of
observation time series (n) is the number of columns in dat. Let’s look at the first few years of data:

> d[1:4, ]

Years Str..Juan.de.Fuca San.Juan.Islands Eastern.Bays
1 1978 6.033086 6.747587 6.626718
2 1979 -99.000000 -99.000000 -99.000000
3 1980 -99.000000 -99.000000 -99.000000
4 1981 -99.000000 -99.000000 -99.000000
Puget.Sound Hood.Canal

1 5.820083 6.59578
2 -99.000000 -99.00000
3 -99.000000 -99.00000
4 -99.000000 -99.00000

The -99’s in the data are missing values. The algorithm will ignore those values when estimating x1:T but
the confidence intervals will be very wide in that case.

3 First analysis: a single total Puget Sound population

The first step in a state-space modeling analysis is to specify the structure of the state and measurement
processes. Recall that the general state-space model is

Xt = BXt−1 + U + Et, where Et ∼ MVN(0,Q) (1)
Yt = ZXt + A + ηt, where ηt ∼ MVN(0,R) (2)

3.1 The state process, X, for case 1

If there is one Puget Sound population process, we would write a model of the true population abundance
as:

nt = exp(u+ et)nt−1, (3)

where nt is the total count in year t, u is the mean population growth rate, and et is the deviation from that
average in year t. We then take the log of both sides and write the model in log space:

xt = xt−1 + u+ et. (4)

xt = lnnt. Since this is a population growth process, the process errors, et, will be asymptotically normal
with mean 0 and variance σ2.

To convert the general MSSM (Eq. 1) to our analysis 1 case, we make the following constraints:

X = x,m = 1,U = u(a scalar),Q = σ2(another scalar)

In words, there is one process (m = 1) thus there is one drift term (u) which specifies the mean exponential
growth rate for the process and there is one process variance term (σ2) which determines the year-to-year
variance in the population growth rate.
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3.2 The measurement process, Y, for analysis 1

For analysis 1, we assume that all five observation time series (from the five sites) are observing this one state
process. In mathematical form, we model the data, Y1:T , by the measurement process:

y1,t

y2,t

y3,t

y4,t

y5,t

 =


A1

A2

A3

A4

A5

 + Zxt +


η1,t

η2,t

η3,t

η4,t

η5,t

 (5)

In words, we assume that each time series, yi,1:T is related on average to the “total harbor seal population”
by some percentage (Ai). The observation biases are all different, but since we can’t determine the absolute
biases we (or actually function KalmanEM) will scale all biases relative to the bias for the first time series. For
the measurement errors, ηi,t, we allow that each site could have a unique measurement variance and that
these errors are independent. Lastly, we assume that the measurement errors on log(counts) are normal and
thus the errors on (counts) are log-normal.2

In mathematical form, we write these constraints on the structure of the MSSM as follows:

A =


0

A2 −A1

A3 −A1

A4 −A1

A5 −A1

 , R =


η1 0 0 0 0
0 η2 0 0 0
0 0 η3 0 0
0 0 0 η4 0
0 0 0 0 η5

 , Z =


1
1
1
1
1

 .
Z is specifying which observation time series, yi,1:T , is associated with which state process, xj,1:T . Z is like
a look up table with 1 row for each of the n observation time series and 1 column for each of the m state
processes. A 1 in row i column j means that observation time series i is measuring state process j. Otherwise
the value in Zij = 0. Since we have only 1 state process (1 true population), all the observation time series
must be measuring that state process. Thus Z is n× 1.

3.3 Set the arguments for KalmanEM for a single state process

Now that we have specified our MSSM model, we set the arguments that will tell the function KalmanEM the
structure of our MSSM. First we specify Z by passing the argument whichPop. whichPop is a 1 × n vector
where the i-th element specifies which state process the i-th observation time series belongs to. For example,
a 3 as the 2nd element of the vector would mean that y2,1:T is measuring x3,1:T . Since there is only one state
process in this example, whichPop is just a vector of n 1’s. Every observation time series is measuring the
first, and only, state process.

> whichPop = c(1, 1, 1, 1, 1)

Next we specify that the R variance-covariance matrix only has terms on the diagonal (the variances) and
set the off-diagonals (the covariances) to zero.3

> varcov.R = "diagonal"

2The assumptions about log-normal measurement errors and independent errors are not required, but abandoning these
would require a different statistical algorithm than the one we are using for this workshop.

3For the EM function that we wrote for this workshop, the measurement errors must be uncorrelated if there are missing
values in the data.
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That’s it. KalmanEM has a number of other arguments we could set, but for this example, we only need to
set these two. The other arguments relate to the structure of Q and since Q is a scalar, it does not have any
structure to specify.

3.4 Fit the model for analysis 1 to the data

We will send the data to the function KalmanEM and put the result in kem1. When we run KalmanEM, it will
output the structure of the model it is fitting and how many iterations it took to run. If you haven’t already,
you need to source the KalmanEM function file:

> source("KalmanEM.R")

Assuming you have read in the data (section 2), type in the following to fit the model,

> kem1 = KalmanEM(dat, whichPop = c(1, 1, 1, 1, 1),

+ varcov.R = "diagonal")

Model Structure is
m: 1 state process(es)
n: 5 observation time series
whichPop: Observation time series assigned to state processes as 1 1 1 1 1
R: Observation errors are uncorrelated and have a diagonal var-cov matrix.
R.groups: Observation variances assigned to groups as 1 2 3 4 5
x00 is treated as fixed but unknown (estimated). V00=0 (but set larger for the EM algorithm. See help file).
Finished in 16 interations. Max.iter was 5000.

kem1 is a list of objects and names(kem1) shows the objects in it (this is a partial list; if you do it from R,
you’ll see the full list):

[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8]
[1,] "states" "A" "B" "Q" "R" "U" "Z" "Innov"

kem1$states is E(x1:T |Y1:T )− A1 or the expected value of “total harbor seals minus the unknown bias for
time series 1” given all the data. Remember one of the biases, the As, cannot be estimated and arbitrarily
KalmanEM choses A1. Since we are only trying to estimate the trend, u, the unknown bias is unimportant.
Here is the plot of kem1$states with the 95% CIs over the data. Remember kem1$states is scaled relative
to the first time series; that is the only reason it is on top of that time series.

To get the estimated long term population growth rate, type in

> kem1$U

Multiply by 100 to get the percent increase per year. The estimated process variance is given by

> kem1$Q

The log-likelihood of this model is given by

> kem1$loglike
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Estimate of the scaled total harbor seal trajectory

Figure 2: Plot of the estimate of “log total harbor seals in Puget Sound” (minus the unknown bias for
time series 1) against the data. The estimate of the total seal count has been scaled relative to the
first time series. Why are the CIS so tight? Because the estimated process variance is small. Go to the
script file for case study 2 to see the code for making this figure.

We estimated 1 Q, 1 U , 4 A’s, 1 x0 and 5 η’s. So K = 12 parameters. The AIC of this model is given by

> 2 * K - 2 * kem1$loglike

This AIC is APPROXIMATE, because AIC calculations for state-space models need to account for the
estimation of the unseen states (the X) which we are not doing here. We will cover proper AIC estimation
in a different example.

After you do the analysis, add the estimates to the table at the end of this case study write-up.

4 Second analysis: constraining the measurement variances

The variable kem1$R contains the estimates of the measurement error variances:

> kem1$R

1:1:1 1:2:1 1:3:1 1:4:1 1:5:1
1:1:1 0.03170853 0.0000000 0.00000000 0.00000000 0.0000000
1:2:1 0.00000000 0.0345371 0.00000000 0.00000000 0.0000000
1:3:1 0.00000000 0.0000000 0.01367237 0.00000000 0.0000000
1:4:1 0.00000000 0.0000000 0.00000000 0.01172617 0.0000000
1:5:1 0.00000000 0.0000000 0.00000000 0.00000000 0.1988313

6



ESA workshop Case Study 2: multivariate times series of harbor seals

We are estimating n unique measurement variances. We might be able to improve the fit (relative to the
number of estimated parameters) by constraining the measurement variances. We might want to assume, for
example, that the measurement errors for different sites have the same variance but are independent. This
is a fairly standard assumption for data that come from the same survey methodology.

To impose this constraint, we set the argument R.groups for KalmanEM to

> R.groups = c(1, 1, 1, 1, 1)

This tells KalmanEM that all the η’s are the same (the default is R.groups = c(1,2,3,4,5) which tells
KalmanEM that all the η’s are different). To fit the model for analysis 2 to the data:

> kem2 = KalmanEM(dat, whichPop = c(1, 1, 1, 1, 1),

+ varcov.R = "diagonal", R.groups = c(1, 1, 1,

+ 1, 1))

Model Structure is
m: 1 state process(es)
n: 5 observation time series
whichPop: Observation time series assigned to state processes as 1 1 1 1 1
R: Observation errors are uncorrelated and have a diagonal var-cov matrix.
R.groups: Observation variances assigned to groups as 1 1 1 1 1
x00 is treated as fixed but unknown (estimated). V00=0 (but set larger for the EM algorithm. See help file).
Finished in 15 interations. Max.iter was 5000.

In Fig. 3, the residuals between kem2$states and the data are plotted. The new parameter estimates are:
the long term population growth rate

> kem2$U

the process variance

> kem2$Q

and the log-likelihood

> kem2$loglike

We estimated 1 Q, 1 U , 4 A’s, 1 x0 and 1 η. So K = 8 parameters. The AIC:

> 2 * K - 2 * kem2$loglike

Go ahead and type in the R code. You can also just type kem2$AIC. Then add the estimates to the table at
the back.

5 Third analysis: North and South subpopulations

For the third analysis, we will change our assumption about the structure of the true population process. We
will assume that there are 2 subpopulations, North and South. For this analysis, we will assume that these
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Figure 3: Analysis 2 residuals. The plots of the residuals should not have trends with time, but they
do... This is an indication that the 1 population model is inconsistent with the data. The code to make
this plot is given in the script file for case study 2.

two subpopulations have the parameters, u, and process variance, σ2, since they share a similar environment
and prey base, but for behavioral reasons (fidelity to natal rookeries for breeding), they are independent. For
the sake of this analysis, we will assume that the Strait of Juan de Fuca and San Juan sites are from the
northern population and the others are from the southern population.

We need to change whichPop to specify that there are 2 state processes (north and south), and observation
time series 1 and 2 come from state process 1 and observation time series 3,4 and 5 come from state process
2:

> whichPop = c(1, 1, 2, 2, 2)

Now that we have 2 state-processes, we need to specify the structure of their u’s and σ2’s. We want to specify
that these parameters are the same for both state processes. To do this, we pass the arguments U.groups
and Q.groups to KalmanEM. These arguments specify how many different u’s and σ2’s there are, respectively
and which one belongs to which state process. To specify that both our 2 state processes share their state
parameters, we set

> U.groups = c(1, 1)

> Q.groups = c(1, 1)

This says that there is 1 u and σ2 parameter and both state processes share it (if we wanted the u’s to be
different, we would use U.groups=c(1,2)).

We want the process errors to be independent (don’t covary with each other) for analysis 2, so we set

> varcov.Q = "diagonal"
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Figure 4: The residuals for analysis 3. The plots of the residuals should not have trends with time.
Compare with the residuals for analysis 2.

Now we fit this model to the data:

> kem3 = KalmanEM(dat, whichPop = c(1, 1, 2, 2, 2),

+ U.groups = c(1, 1), varcov.Q = "diagonal", Q.groups = c(1,

+ 1), R.groups = c(1, 1, 1, 1, 1), varcov.R = "diagonal")

Model Structure is
m: 2 state process(es)
n: 5 observation time series
whichPop: Observation time series assigned to state processes as 1 1 2 2 2
U.groups: State process growth rates assigned to groups as 1 1
Q: Process errors are uncorrelated and have a diagonal var-cov matrix.
Q.groups: State process variances assigned to groups as 1 1
R: Observation errors are uncorrelated and have a diagonal var-cov matrix.
R.groups: Observation variances assigned to groups as 1 1 1 1 1
x00 is treated as fixed but unknown (estimated). V00=0 (but set larger for the EM algorithm. See help file).
Finished in 15 interations. Max.iter was 5000.

Fig. 4 shows the residuals for the 2 subpopulations case. The estimates for analysis 3 are: the long term
population growth rate kem3$U, the process variance kem3$Q, and the log-likelihood kem3$loglike. We
estimated 1 Q, 1 U , 3 A’s, 2 x0’s and 1 η. So K = 8 parameters. When m < n, the number of A’s estimated
is n−m since one of the A’s for each state process will be set to 0. The back-of-the-envelope AIC is 2*8 -
2*kem3$loglike. This is not fair since we are not penalizing the model for having a whole extra time series
of unseen states (the 2nd state process), but we’ll get into how to do this properly in a different example.
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6 Other measurement error structures

Each call to the KalmanEM algorithm is the same:

> kem = KalmanEM(dat, whichPop = Z, varcov.Q = "diagonal",

+ varcov.R = "diagonal", U.groups = U.groups,

+ Q.groups = Q.groups)

Case 4: There are five subpopulations, and each site is sampling one of them. However, each subpopulation
shares the same population parameters, u and σ2:

> Z = c(1, 2, 3, 4, 5)

> U.groups = c(1, 1, 1, 1, 1)

> Q.groups = c(1, 1, 1, 1, 1)

Since R.groups was not specified, each time series will be allowed to have a unique variance (that’s the
default behavior). You can pass in R.groups=c(1,1,1,1,1) to make all the measurement variances equal.

Case 5: The Strait of Juan de Fuca and San Juan Islands represent a Northern Puget Sound subpopulation,
while the other three are sampling from a Southern Puget Sound subpopulation. But each site trajectory is
allowed to have different population parameters, u and σ2:

> Z = c(1, 1, 2, 2, 2)

> U.groups = c(1, 2)

> Q.groups = c(1, 2)

Case 6: Two subpopulations with different parameters, but the divisions are Hood Canal versus everywhere
else.

> Z = c(1, 1, 1, 1, 2)

> U.groups = c(1, 2)

> Q.groups = c(1, 2)

Case 7: Three subpopulations with different parameters, but the divisions are Hood Canal, North, South.

> Z = c(1, 1, 2, 2, 3)

> U.groups = c(1, 2, 3)

> Q.groups = c(1, 2, 3)

7 Summary

This example shows you how to combine multiple datasets that are measuring the same underlying process
and fit those data using the MSSM framework. This allows you to easily combine data sets and use all the
available data. You can also combine data that are discontinuous; that is data that don’t overlap in time.
Note that this also allows you to easily combine data that should not be combined. Separating out the
“oranges” from the “apples” in a mixed data set will take careful comparisons of relative model fits and may
be impossible if your individual time series are too short or too noisy. In the example on using MSSMs to
infer spatial structure, we will discuss the use of model selection criteria to compare the data support for
different models.
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There are a number of corners that we cut in order to have an example that runs quickly for a workshop:

� We did not calculate CIs on the estimated population growth rate, u. This requires bootstrapping the
MSSM – which is time consuming. Shumway and Stoffer (2006) provide the algorithm and we will have
bootstrapping code added to KalmanEM.r before the end of 2008.

� We ran the code starting from one initial condition. For a real analysis, you should start from a large
number of random initial conditions and use the one that gives the highest likelihood. Since KalmanEM.r
is a “hill-climbing” algorithm, this ensures that it does not get stuck on a local maxima. KalmanEM.r
will do this for you if you pass it the argument MonteCarloInit = TRUE.

� We assume independent measurement and process errors. This is might not hold for the seal data.
Much of the variability, both measurement and process, is driven by regional environmental factors
(temperature, tides, prey locations). The current code will only handle covariance in Q when there
are missing data. KalmanEM will be updated by the end of 2008 to allow measurement errors to covary
(or go to Chapter 6 in Shumway and Stoffer (2006) for the algorithm). You MUST compare models
where both process and measurement errors are allowed to covary (see end of Case_Study_2.R for an
example of why.)

� We left the default tolerance, tol=0.01. You’ll want to set this lower, e.g. tol=0.0001, for a real
analysis. You’ll need to up the max.iter argument correspondingly.

11
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7.1 Results table and questions

pop. growth process number log-
Case rate variance of params (K) likelihood AIC

kem$U kem$Q A+Q+R+ U kem$loglike 2K-2loglike
1 m=1; meas. variances

unique and errors
uncorrelated;

2 m=1; meas. variances
identical and errors

uncorrelated;
3 m=2(N+S); meas. variances

identical and uncorr.;
state params. identical;

4 m=5; meas. variances
differ and uncorr.;

state params. identical;
5 m=2(N+S); meas. variances

differ and uncorr.;
state params. differ;

6 m=2(PS+HC); meas. variances
differ and uncorr.;

state params. differ;
7 m=3(N+S+HC); meas. variances

differ and uncorr.;
state params. differ;

Note: For AIC, only the relative differences matter. A difference of 10 between two AIC mean substantially
more support for the model with lower AIC. A delta AIC of 30 or 40 is very large.

Question 1. Do different assumptions about whether the measurement error variances are all identical versus
different affect your estimate of the trend? You may want to rerun cases 3-7 with the R.groups specification
changed. R.groups=c(1,2,3,4,5) means measurement variances all different versus R.groups=c(1,1,1,1,1).

Question 2. Do assumptions about the underlying structure of the population affect your estimates of trend?
Structure here means number of subpopulations and which areas are in which subpopulation. Try changing
‘state parameters differ’ to ‘state params identical’ for cases 5-7.

Question 3. Try fitting an unconstrained model that allows Q to have covariance: kem=KalmanEM(dat) is the
command. Then look at kem$U. What is going on with Eastern Bays (time series 3)? Why is the population
growth rate negative? Calculate the AIC for this model.

Question 4. The CIs for the first two analyses are very tight because the estimate process variance was very
small, kem1$Q. Why do you think σ was forced to be so small? [Hint: We are forcing there to be 1 and only
1 true process and all the observation time series have to fit that one time series. Look at the AICs too.]
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1 The problem

Some of our previous case studies this morning have utilized pieces of the harbor seal (Phoca vitulina) dataset;
in this example we use time series of observations from 9 sites to examine spatial structure for the entire west
coast population of harbor seals.

Harbor seals are distributed along the west coast of the US. The populations in Oregon and Washington have
been surveyed for > 25 years at a number of haul-out sites (Figure 1). In general, these populations have
been increasing steadily since the 1972 (Marine Mammal Protection Act). It remains unknown whether they
are at carrying capacity. For management purposes, 2 stocks are recognized; the coastal stock consists of 4
sites (Northern/Southern Oregon, Coastal Estuaries, Olympic Peninsula), and the inland WA stock consists
of the remaining 5 sites (Figure 1). Subtle differences exist in the demographics across sites (e.g. pupping
dates), however mtDNA analyses and tagging studies have suggested that these sites may be structured on a
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much larger scale. Harbor seals are known for strong site fidelity, but at the same time travel large distances
to forage. Our goal for this case study is to address the following questions about spatial structure: 1) DoesFigure 01.  Map of spatial distribution of 9 harbor seal sites in Washington and Oregon.   
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Figure 1: Map of spatial distribution of 9 harbor seal sites in Washington and Oregon.

population abundance data support the existing management boundaries, or are there alternative groupings
that receive more support? and 2) Does the Hood Canal site represent a distinct subpopulation?

2 Analysis for question 1: how many distinct subpopulations?

For this analysis, we will analyze the support for five hypotheses about the population structure. These do
not represent all possible structures but instead represent those that are considered most biologically plausible
given the geography and the behavior of harbor seals.

Hypothesis 1 Sites are grouped by stock boundaries (m = 2), unique process errors

Hypothesis 2 Sites are grouped by stock boundaries (m = 2), same process error

Hypothesis 3 Sites are grouped by state boundaries (m = 2), unique process errors

Hypothesis 4 Sites are grouped by state boundaries (m = 2) , same process error

Hypothesis 5 All sites are part of the same panmictic population (m = 1)

Aerial survey methodology has been relatively constant across time and space, and we will assume that all
sites have the same constant (and independent) observation error variance for all sites.

2
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2.1 Step 1: specify the Z matrices

Write down the Z matrices for the hypotheses. Hint: Hypothesis 1 and 2 have the same Z matrix, Hypothesis
3 and 4 have the same Z matrix and Hypothesis 5 is a column of 1s.

Hypothesis 1 and 2 Hypothesis 3 and 4 Hypothesis 5
Z Z Z

subpop subpop subpop subpop subpop
1 2 1 2 1

Coastal Estuaries
Olympic Peninsula
Str. Juan de Fuca
San Juan Islands

Eastern Bays
Puget Sound
Hood Canal

OR North Coast
OR South Coast













Next write down how to specify whichPop for so that KalmanEM knows the structure of your Z’s.

� Hypothesis 1 and 2 whichPop

� Hypothesis 3 and 4 whichPop

� Hypothesis 5 whichPop

2.2 Step 2: specify the grouping arguments

For this case study, we will assume that subpopulations share the same growth rate. What should U.groups
look like for each hypothesis? Recall that U.groups is length m and specifies which subpopulations share
their u parameter. Written in R it takes the form c(#,#,...)

� Hypothesis 1-5 U.groups

What about Q.groups? Q.groups is also length m and specifies which subpopulations share their process
variance parameter. To specify Q.groups, look at each hypothesis (above).

� Hypothesis 1 Q.groups

� Hypothesis 2 Q.groups

� Hypothesis 3 Q.groups

� Hypothesis 4 Q.groups

� Hypothesis 5 Q.groups

Lastly, specify R.groups. As we discuss above, we will assume that the observation variance is the same
across sites.

� Hypothesis 1-5 R.groups

3
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2.3 Step 3: fit models and summarize results

Fit each model for each hypothesis to the seal data (look at the script Case_Study_3.r for the code to load
the data). Each call to KalmanEM will look like

kem = KalmanEM(sealData, varcov.Q = "diagonal", varcov.R = "diagonal", whichPop = whichPop,
U.groups = U.groups, Q.groups = Q.groups, R.groups = R.groups)

We set both varcov.Q and varcov.R to diagonal so that there is no covariance between process errors and
between measurement errors.

Fill in the following table, by fitting the five MSSMs – that you have defined for the five hypotheses – to
the harbor seal data (using KalmanEM). Use the Case_Study_3.r script so you don’t have to type in all the
commands.

pop. growth process meas. error number log-
Hypothesis rate variance variance of params (K) likelihood AIC

kem$U kem$Q kem$R A + Q + R + U kem$loglike 2K-2loglike

1

2

3

4

5

2.4 Step 4: interpret results

What do these results indicate about the process error grouping, and spatial grouping?

3 Analysis for Question 2: Is Hood Canal separate?

The Hood Canal site may represent a distinct population, and has recently been subjected to a number of
catastrophic events (hypoxic events, possibly leading to reduced prey availability, and several killer whale
predation events, removing up to 50% of animals per occurrence). Build four models, assuming that each
site (other than Hood Canal) is assigned to its current management stock, but Hood Canal is allowed to be a
different subpopulation (m = 3). Again, assume observation error is independent and constant across sites.

Hypothesis 1 Subpopulations have a shared process error and shared growth rate

Hypothesis 2 Each subpopulation has a unique process error and growth rate

Hypothesis 3 Hood Canal has the same process error, but different growth rate

4
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Hypothesis 4 Hood Canal has unique process error and unique growth rate

3.1 Step 1: specify the Z matrix and whichPop

The Z matrix for each hypothesis is the same. The coastal subpopulation consists of 4 sites (North-
ern/Southern Oregon, Coastal Estuaries, Olympic Peninsula), the Hood Canal subpopulation is the Hood
Canal site, and the inland WA subpopulation consists of the remaining 4 sites. Thus m = 3 and Z is a 9× 3
matrix. Then write down whichPop for this Z.

3.2 Step 2: specify the grouping arguments

U.groups specifies which u are shared across subpopulations.

� Hypothesis 1 U.groups

� Hypothesis 2 U.groups

� Hypothesis 3 U.groups

� Hypothesis 4 U.groups

Specify Q.groups which specifies which subpopulations share their process variance parameter.

� Hypothesis 1 Q.groups

� Hypothesis 2 Q.groups

� Hypothesis 3 Q.groups

� Hypothesis 4 Q.groups

R.groups is the same as for Question 1.

3.3 Step 4: fit the models and summarize results

Fit each model for each hypothesis to the seal data (look at the script Case_Study_3.r for the code to load
the data). Each call to KalmanEM will look like

kem = KalmanEM(sealData, varcov.Q = "diagonal", varcov.R = "diagonal", whichPop = whichPop,
U.groups = U.groups, Q.groups = Q.groups, R.groups = R.groups)
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